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ABSTRACT
We derive the spatially resolved star formation history (SFH) for a 96 deg2 area across the main body of the Large Magellanic
Cloud (LMC), using the near-infrared photometry from the VISTA survey of the Magellanic Clouds (VMC). The data and
analyses are characterized by a great degree of homogeneity and a low sensitivity to the interstellar extinction. 756 subregions of
size 0.125 deg2 – corresponding to projected sizes of about 296 × 322 pc2 in the LMC – are analysed. The resulting SFH maps,
with typical resolution of 0.2–0.3 dex in logarithm of age, reveal main features in the LMC disc at different ages: the patchy star
formation at recent ages, the concentration of star formation on three spiral arms and on the Bar up to ages of ∼1.6 Gyr, and
the wider and smoother distribution of older populations. The period of most intense star formation occurred roughly between
4 and 0.5 Gyr ago, at rates of ∼0.3 M�yr−1. We compare young and old star formation rates with the observed numbers of RR
Lyrae and Cepheids. We also derive a mean extinction and mean distance for every subregion, and the plane that best describes
the spatial distribution of the mean distances. Our results cover an area about 50 per cent larger than the classical SFH maps
derived from optical data. Main differences with respect to those maps are lower star formation rates at young ages, and a main
peak of star formation being identified at ages slightly younger than 1 Gyr.

Key words: galaxies: evolution – Magellanic Clouds – galaxies: structure.

1 INTRODUCTION

Spatially resolved maps of the star formation history (SFH) of nearby
galaxies are important essentially for two reasons: first, they help to
reconstruct the history of the Local Group, and secondly, they help
to improve the current theories of stellar evolution and stellar popu-
lations. And, among all nearby galaxies for which spatially resolved

� E-mail: leo.girardi@oapd.inaf.it (LG); alessandro.mazzi@phd.unipd.it
(AM)

SFHs can be derived, the Large Magellanic Cloud (LMC) stands out
as a primary target, given its large angular size, proximity (∼50 kpc),
and relatively simple geometry. Indeed, the external areas of the LMC
can have their SFHs studied using the most simple data and methods
available, namely optical ground-based photometry together with
colour–magnitude diagram (CMD) reconstruction assuming a mix
of stellar populations at a single-distance and low extinction. The
inner and more crowded areas, instead, require sharper imaging –
which is progressively being expanded with better ground-based
surveys and Hubble Space Telescope (HST) observations – and a
proper consideration of dust extinction during the SFH derivation.
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Descriptions of the past history of the LMC (and the Magellanic
System as a whole) include a series of key insights, such as an
outside-in quenching of the star formation in fields between 2 and
6 kpc from the LMC centre (Gallart et al. 2008; Meschin et al.
2014), a reduced global star formation taking place until 5–3.5 Gyr
ago (Harris & Zaritsky 2009, hereafter HZ09; Weisz et al. 2013),
the apparent coupling between field and cluster formation modes
(HZ09), and that a common SFH is shared by the LMC Bar and by the
inner LMC disc over time-scales of Gyr (Monteagudo et al. 2018).
The addition of accurate proper motions (Kallivayalil et al. 2013;
Gaia Collaboration 2021b) is creating substantial challenges for the
interpretation of these SFHs, but, on the other hand, it is opening
the possibility of detailed comparisons between the SFHs of model
galaxies derived from cosmological simulations (e.g. Williamson &
Martel 2021), and those actually observed in the Magellanic Clouds.

Spatially resolved SFHs are also starting to become an important
ingredient to test and improve the theories of stellar evolution and
stellar populations. The simplest application of this kind stands on the
delay-time distribution (DTD) technique, which relates the counts of
a given class of objects with the SFHs of the galaxy region where
they are observed. When many different galaxy regions are available,
delay-times between the star formation events and the appearance of
the objects can be derived, and inform about their lifetimes and
progenitor masses. DTDs have so far been applied in the LMC
to probe the progenitors of supernova remnants (Maoz & Badenes
2010), planetary nebulae (Badenes, Maoz & Ciardullo 2015), and
even RR Lyrae (Sarbadhicary et al. 2021). Another technique relies
on the fact that some classes of objects derive from a wide range of
stellar masses, whose relative contributions can only be assessed if
we have spatially resolved SFHs; comparisons between the numbers
modelled and those observed in regions of different mean metallicity
and different mean age then inform us on the correctness of model
lifetimes, and suggest directions for their improvement. This method
requires that the SFH derivation is not affected by the stars whose
models are being checked. Examples of this method applied to
calibrate evolutionary models of TP-AGB stars in the Magellanic
Clouds are given in Pastorelli et al. (2019, 2020).

The results of all these methods depend on the accuracy, reliability,
and spatial extension of the derived SFHs. For the main body of the
LMC, the classical space-resolved SFH map comes from HZ09,
and was derived from ∼64 deg2 of optical photometry from the
Magellanic Clouds Photometric Survey (MCPS; Zaritsky et al. 2004).
Different surveys are now aiming to improve these maps by using
either deeper optical data, such as the Survey of the MAgellanic
Stellar History (SMASH; Nidever et al. 2017, 2021), or the near-
infrared data, such as the VISTA1 survey of the Magellanic Clouds
(VMC; Cioni et al. 2011).

Last but not least, the LMC is, traditionally, a main anchor in
the measurement of the Hubble constant (H0) through the cosmic
distance ladder. A consistent and homogeneous SFH derived over
the whole body of the LMC is crucial to disentangle how the LMC
morphology impacts distances measured using most important and
widely used standard candles such as Cepheids, RR Lyrae, and
eclipsing binaries.

In this paper, we derive the space-resolved SFH across the disc
of the LMC using 63 tiles of VMC data for a total area of 96 deg2.
This work supersedes the preliminary results presented in Rubele

1VISTA is the Visible and InfraRed Survey Telescope for Astronomy
(Emerson, McPherson & Sutherland 2006), a 4-m telescope located at the
Cerro Paranal site of the European Southern Observatory (ESO).

et al. (2012) and Pastorelli et al. (2020) for smaller subsets of the
VMC data for the LMC (regarding 4 and 11 tiles, respectively), and
complements the analyses of the SFH for the Small Magellanic Cloud
(SMC) using the same survey (Rubele et al. 2015, 2018). A distinctive
characteristic of the present analysis is the great uniformity of the
entire data set, which we match with a uniform method of analysis. In
addition, the use of near-infrared data ensures a reduced sensitivity of
the results on the extinction, both internal and external to the LMC.

This paper is structured as follows: Section 2 presents the VMC
data and its processing for the aims of this paper. Section 3 describes
the method we adopt to derive the SFH together with examples
for a couple of LMC subregions. Section 4 presents the results for
the large-scale map of the SFH, and the distances and extinctions
we derive as a by-product of the method. Section 5 presents some
additional analyses, namely a first-order description of the LMC
geometry based on the distance map and a comparison of the SFH
map with the HZ09 one. Section 6 summarizes the main results.

2 THE VMC DATA

2.1 Selected tiles and PSF photometry

From 2009 to 2018, the LMC was observed in the filters Y, J, and
Ks of the VISTA Infra Red CAMera (VIRCAM; Dalton et al. 2010),
as part of the VMC survey. For this work, we select 63 LMC tiles
covering a total area of ∼96 deg2. Their distribution on the sky is
plotted in Fig. 1. The larger tile dimension is aligned close to the
north–south direction.

For all these tiles, we retrieve the pawprint data from the VISTA
Science Archive (Cross et al. 2012). Image stacking and point spread
function (PSF) photometry are performed as described in Rubele
et al. (2015, 2018), using the VISTA photometric zero-points v1.3
(González-Fernández et al. 2018, see also Section 4.3 below). In
the following text, we just consider the ‘almost-uniformly covered’
section of each tile, i.e. the parts covered at least twice in the tiling
of six pawprints, with an area of 1.017◦ × 1.475◦ (out of a total
1.201◦ × 1.475◦ area observed on the sky). This selection ensures
more uniform photometry at a modest cost in terms of total covered
area.

The photometric catalogues are then split into 12 subregions per
tile for the subsequent SFH analysis. As in Rubele et al. (2012), the
subregions are numbered from G1 to G12, as illustrated in the left-
hand panel of Fig. 1. For the sake of brevity, we adopt the following
convention in this paper: subregions are referred to as Tt Gg, where
t is an abbreviated number of the LMC tile from VMC, and g is
the subregion number from 1 to 12. For instance, according to this
scheme the subregion G5 of the tile LMC 3 2 becomes T32 G5.

The left-hand panel of Fig. 1 illustrates the number of stars
available per subregion. Some details worth of mention are:

(i) There is a 30 per cent decrease in the numbers of stars observed
in the subregions G9, in the south-western corner of each tile. This is
due to a cut we do in the photometric catalogues, to eliminate the area
covered by the top-half of the VIRCAM detector 16, which presents
a variable quantum efficiency and hence unreliable photometry (see
section 6.1 of Cross et al. 2012).2

2From the 12 600 × 15 500 pixels of the stacked LMC tiles, the two areas cut
from G9 correspond to the intervals with x = [9700, 12 600], for y = [0, 800]
and y = [1870, 2740].
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Figure 1. The left-hand panel shows a map of the VMC tiles and subregions considered in this work. Tiles are labelled in cyan, and the inset at the top-right
illustrates the numbering of the subregions from G1 to G12, which applies to all tiles. The colour scale indicates the total number of stars detected in both J and
Ks for each subregion, hence revealing the large scale-structure of the LMC disc and its bar. A few tiles have reduced star counts compared to their neighbours,
owing to their particular observing conditions (e.g. a worst than usual seeing, the presence of thin cirrus, etc.). The reduced stellar numbers in all subregions G9
are due to the masking we perform to avoid the defective area of VIRCAM detector 16. The right-hand panel shows the same map with a colour scale indicating
the Ks magnitude at which the completeness falls below 75 per cent, for stars with J −Ks = 0. These maps are obtained from the J and Ks photometry, but very
similar maps are obtained for the Y and Ks photometry.

(ii) Also evident are narrow vertical gaps between adjacent tiles
– regions discarded because observed just once in the tiling of six
pawprints.

(iii) The subregions correspond to projected sizes of about 296 ×
322 pc2 (in the east–west × north–south directions) at the LMC
distance of ∼50 kpc.

We remark that the total area observed by the VMC survey across
the LMC comprises 68 tiles. In this work, we use only 63 because for
the others, located in the southern part of the LMC, the processing
has not yet reached the same level of homogeneity.

In Fig. 2, we present examples of CMD derived from these data,
for (1) subregion T32 G5, which is a peripheral, low-density region
without signs of star formation younger than ∼1 Gyr, and (2) T86 G5,
located over the extended Constellation III in the northern part of the
LMC disc, which presents clear signs of recent star formation and
a larger stellar density. In the case of T32 G5, the CMDs present
the features expected from intermediate-age and old populations
(with ages between 1 and 12.7 Gyr) at the distance of the LMC, in
particular the main sequence (MS) at Ks > 19 mag, the red clump
(RC) at Ks � 17 mag, and the extended red giant branch (RGB)
stretching diagonally; moreover, the Milky Way (MW) foreground
defines two almost-vertical stripes in the CMDs: a prominent one at
Ks > 14 mag at colours Y − Ks � 1.3 mag and J − Ks � 0.8 mag,
and a less marked one for all Ks and colours Y − Ks � 0.7 mag
and J − Ks � 0.4 mag. In the case of T86 G5, additional features
coming from young populations become prominent, including an
MS extending upwards to Ks � 14 mag, and the presence of bright
core-helium burning stars among the MW features (especially at
Ks � 14 mag, in this case).

Regions T32 G5 and T86 G5 represent most of the range of stellar
densities found in the survey: indeed when we rank all subregions
by their density of bright (Ks < 18 mag) and uncrowded stars,
T32 G5 and T86 G5 are at the second and 71th percentiles of the

distribution, respectively. They do not represent the high-density
tail of the distribution, which will be discussed later starting from
Section 4.1. Also, we note that even the lowest dense subregion
presents clear LMC features in its CMD, just like in the case of
T32 G5. There are no fields dominated by foreground stars and
background galaxies, which could be used as a template to remove
the LMC foreground/background.

2.2 Preparing the initial Hess diagrams

The SFH analysis essentially consists of reproducing the numbers
of stars in many bins across the CMDs. To do that, we start by
converting the data into Hess diagrams, which are matrix represen-
tations of the stellar density across the CMD, using regularly spaced
colour–magnitude bins. We define Hess diagrams with the following
characteristics:

(i) From the Y Ks photometry, we define 275 × 70 bins, for Ks

between 11 and 22 mag with a 0.04 mag width, and for Y −Ks

between −0.8 and 2 mag with 0.04 mag width;
(ii) From the J Ks photometry, we define 275 × 50 bins, with the

same limits and spacing for Ks, and for J −Ks between −0.5 and
1.5 mag with 0.04 mag width.

These limits are wide enough to include the bulk of stars in the
observed CMDs (see Fig. 2). The size of the colour–magnitude
bins represent a pragmatic choice that will ensure both a good
convergence of the SFH-recovery tools (because of the large star
counts across the MS, RC, and RGB, at least), and a good sensitivity
to some astrophysically interesting quantities such as the distance
modulus, mean extinction, and metallicity (Section 4). Hereafter, we
will refer to these two kinds of Hess diagrams as the J Ks and Y Ks

cases.
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Figure 2. Examples of the observational data used for this work. The top row refers to the subregion T32 G5, located in the south-western periphery of the
LMC disc. Panels from left to right show the J Ks CMD, the Y Ks CMD, the completeness map for Y Ks, and a sample error map in Y Ks. The completeness map
is filled with zeroes in regions where ASTs were not performed. The sample error map shows how points distributed on a regular grid and with initial density
equal to 1 spread in the Hess diagram after convolved with their local error function. Similar diagnostic plots are available for the J Ks data set; they are not
shown just for the sake of brevity – since there is no dramatic difference between the completeness and error maps in the Y Ks and J Ks data sets (but for the
wider colour range covered in the first case). The bottom row presents the same sequence for the subregion T86 G5, located over the Constellation III in the
northern part of the LMC disc.

2.3 Characterizing photometric errors and incompleteness

As will be discussed below, we also need to assess the error function
across the Hess diagrams. It is derived from large sets of artificial
star tests (ASTs), namely stars injected into the original VMC images
and recovered (or not) with the same PSF photometry pipeline used
to derive the VMC catalogue. ASTs span the entire sky region
being analysed, and are generated across the entire CMD – although
with colours and magnitudes more concentrated around those of the
actually observed stars. We generate a minimum number of 3 × 105

ASTs per subregion, increasing this number to ∼2 × 106 in some
internal LMC areas more affected by crowding. They are injected in
multiple runs, at random positions but avoiding self-crowding, that

is, ensuring that the distances between any two artificial stars are
larger than the radii involved in the PSF photometry.

Examples of completeness and error maps derived from the ASTs
are presented in the right-hand panels of Fig. 2, for the Y Ks data
of a peripheral (top row) and of a central (bottom row) LMC
region. The variation in the completeness between these two cases
is evident. In addition, the right-hand panel of Fig. 1 shows a
map of the Ks magnitude at which the completeness falls below
75 per cent, measured at a colour J −Ks = 0. This ‘incompleteness
map’ reveals the dramatic decrease in the photometric depth of the
central LMC tiles (6 6, 6 5, 6 4, 5 5, 5 6) which largely reflects the
increase in the stellar density across the LMC Bar (left-hand panel
of Fig. 1). Moreover, there are also noticeable tile-to-tile variations

MNRAS 508, 245–266 (2021)
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in both stellar density and completeness, which reflect the changes
in observational conditions during the 9 yr of the VMC survey.

3 THE SFH-RECOVERY METHOD

In previous works deriving the SFH from VMC data (Kerber et al.
2009; Rubele et al. 2012, 2015, 2018; Pastorelli et al. 2020) we used a
method built around the StarFISH code by Harris & Zaritsky (2001).
This procedure has been completely revised for this work, with the
development of new and more efficient codes to derive both the best-
fitting solutions and the confidence intervals of the fitted parameters,
and the adoption of a different procedure to build the models. The
main changes are described below, while additional details and tests
are provided in a recent paper by Dal Tio et al. (2021).

3.1 General scheme

Our final goal is to identify the model M whose Hess diagram best
reproduces the Hess diagram of the observations, O. This model M
is built starting from an ideal model M0 resulting from a population
synthesis code, which contains not only all the information about the
LMC populations (distance, extinction, and SFH), but also about the
MW foreground that is inevitably present in the data:

M0 = M0(SFH, μ0, AV , foreground) (1)

Many components, denoted by M0,i , are used to compute this ideal
model, in the way described in Section 3.3 below.

M should also include a simulation of all relevant observational
effects, including for instance the photometric errors and incomplete-
ness. This is obtained by convolving all the individual components
M0,i with the error function for every small cell of the Hess diagram
E(c, m):

Mi = M0,i ∗ E . (2)

The error function E is simply a matrix representation of the
completeness and of the colour–magnitude offsets, at every Hess
diagram bin, as derived from the ASTs (see Fig. 2 above). We
typically have a few hundreds of ASTs in a single, well-populated
bin of the Hess diagram. Many times more would be advisable for
a high-accuracy, noiseless evaluation of the error function, but we
cannot achieve that due to the computational cost of the ASTs. We
instead take advantage of the slow variation of the error function
across the CMDs to average them over boxes 0.24 mag wide in both
magnitude and colour. This is equivalent to multiplying the number
of ASTs in every bin by a factor of about 36, hence reducing the shot
noise in the derivation of E by a factor of ∼6.

3.2 Further culling of the CMDs

Even though the above-mentioned approach can work well with a
lower-than-ideal number of ASTs, on the other hand it brings a
limitation to the method: it tells us that the error function cannot
be trusted over CMD regions where the completeness (or the
photometric errors) varies quickly with either colour or magnitude,
within scales comparable to the 0.24 mag × 0.24 mag boxes within
which the error functions are averaged. For this reason, we limit the
SFH analyses to regions of the CMD with a completeness higher
than 75 per cent at all colours. Above this limit, we are still in the
regime of ‘large completeness’ and ‘high photon counts’ that ensures
very smooth (close to linear) variations in the error function across
∼0.24 mag scales in the CMDs.

In addition, the SFH should be derived from CMD regions that
can be reliably simulated with our present-day models, that is,
using stars in the MS, subgiant branch, RGB, RC, and core-helium
burning stages of intermediate and large masses. Thermally pulsing
asymptotic giant branch (TP-AGB) stars should better be excluded
to avoid a circular argument: even if this evolutionary phase can
be well modelled with our codes, the SFH of the Magellanic Clouds
was explicitly used in the calibration of the key parameters of present
TP-AGB models (including their lifetimes; see Pastorelli et al. 2019,
2020). Therefore, there is no sense in using TP-AGB models in
the derivation of these same SFHs. Taking these considerations into
account, we further limit the SFH analysis to CMD regions with
Ks > 12 mag, −0.5<Y −Ks <1.5 mag, −0.5<J −Ks <1.0 mag,
so that:

(i) They include most of the RGB (the RGB tip is located at
Ks ∼12.5 mag; see Groenewegen et al. 2019) and RC stars, even in
subregions with a strong reddening. In the latter cases, these features
are partially superposed to the vertical feature caused by the MW
foreground at Y −Ks = 1.3 mag and J −Ks = 0.8 mag.

(ii) At its brightest part, the photometry is not affected by satu-
ration, and is not contaminated by TP-AGB stars in any significant
way (see Pastorelli et al. 2020).

(iii) They exclude most of the faint background galaxies detected
at redder colours (J −Ks > 1 mag).

(iv) They exclude the bluest part of the CMD, where hardly any
star is observed.

We note that the above cuts do not entirely exclude background
galaxies from our CMDs. Their complete colour–magnitude distri-
bution, illustrated in Fig. 6 of Kerber et al. (2009), reveals a tail
of faint background galaxies extending up to colours as blue as
J −Ks ∼ 0.0 mag. The impact of these galaxies in our method is
evaluated in Appendix A.

3.3 The partial and total models

A total model described by equation (1) can be defined as a sum of
partial models

M = PM0 +
∑

i

aiPMi (3)

where:

(i) PM0 is the partial model for the Milky Way foreground. It
is computed with the calibrated TRILEGAL model (Girardi et al.
2005; Girardi 2016), whose parameters are listed in Table 1, for the
coordinates and total area under consideration. Foreground extinction
is ignored since it is expected to be smaller than 0.2 mag in AV (Sub-
ramaniam & Subramanian 2010), hence affecting the Ks, Y −Ks and
J −Ks data by less than 0.024, 0.054, and 0.033 mag, respectively.
Such changes are much smaller than the MW foreground features
observed in VMC data and predicted by TRILEGAL models.

(ii) PMi are the partial models computed for the LMC, for 16 age
bins, and following a given initial age–metallicity relation (AMR)
[Fe/H]0(t), and for a reference value of true distance modulus and
extinction, namely μ0 = 18.5 mag and AV = 0 mag.3 For convenience,
all the PMi represent stellar populations formed at a constant star
formation rate of SFR(t) = 1M�yr−1, inside the age limits of every

3μ0 = 18.5 mag is a classical value for the true distance modulus of the LMC
centre (Freedman et al. 2001; Pietrzyński et al. 2009), differing very little
from more recent and accurate determinations (e.g. Pietrzyński et al. 2019).
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Table 1. Parameters used in the TRILEGAL model to compute the MW
foreground. The notation is the same as in Pieres et al. (2020), while the
meaning of each parameter is thoroughly described in Girardi et al. (2005)
and, specifically for the bulge component, in Vanhollebeke, Groenewegen &
Girardi (2009).

Component Parameter identifier Parameter value

Sun’s position R� 8700 pc
z� 24.2 pc

Thin disc �thin� 55.41 M� pc−2

hthin
R 2913 pc

hthin
z,0 94.7 pc

t thin
incr 5.55 Gyr
α 1.67

Thick disc ρthick� 0.0010 M� pc−3

hthick
R 2394.07 pc

hthick
z 800 pc

Halo ρhalo� 0.0001 M� pc−3

reff 2698.93 pc
bh 0.62
nh 2.75

Bulge ρ
bulge
GC 406 M� kpc−3

am 2500.0 pc
a0 95.0 pc

1:η:ζ 1:0.68:0.31
φ0 15◦

bin. Therefore, the coefficients ai can be directly read as the SFR(t)
in these units.

Then, there are small corrections to this model that allow us to
explore small shifts in the global LMC properties, in a fast way:

(1) The model can be computed with a given colour–magnitude
shift in the Hess diagram, (	c, 	m), being applied to all the PMi

components. This shift is intended to reproduce the shifts caused
by changes in the mean reddening and distance modulus of the
individual LMC subregions, with respect to the reference values
used to compute the PMs. It can also compensate small errors in the
photometric zero-points (although such a compensation is not applied
to the MW foreground, as it should be in the case it were really caused
by errors in the photometric zero-points). To improve the efficiency
of our algorithms, the (	c, 	m) changes are computed only for a
limited set of values, which are integer multiples of the resolution in
the CMD. For any non-integer multiple, CMDs are computed as a
bilinear interpolation of the CMDs for the four neighbouring points
in (	c, 	m) space. This allows us to compute models at runtime, for
arbitrary (	c, 	m) shifts, with just a factor 4 increase in computing
time with respect to the standard (	c = 0, 	m = 0) case. We typically
allow the code to explore intervals of 0.28 mag in both 	c and 	m.

(2) At all ages, partial models are computed for
four additional metallicities, differing by 	[Fe/H] =
(−0.16, −0.08, +0.08, +0.16) dex with respect to the reference
AMR. This allows us to compute a model for an arbitrary metallicity
shift, 	[Fe/H], using linear interpolation among the two models
which bracket its metallicity. Notably, this method allows us to
consider small continuous shifts in metallicity by just doubling the
computing time, compared to the fixed-AMR case.

These are crude approximations that could be replaced by the
actual computation of models at many intermediate values of
(	c, 	m, 	[Fe/H]). This, however, would imply a huge increase
in computing time, and impose large amounts of computer memory
being allocated for increased sets of ‘shifted partial models’, effec-

tively prohibiting us the use of Markov chain Monte Carlo (MCMC)
methods in our derivation of the SFH solution (cf. Section 3.6).

Moreover, we could decide that the metallicity shifts 	[Fe/H]
assume independent values for every age interval i, hence exploring
a wide area of the age–metallicity plane. However, changes in the
mean AMR of a galaxy field are expected to take place over time-
scales of Gyr, which excludes large metallicity variations between
any two neighbouring age bins in our sequence of young PMs. It
should also be noted that the more parameters we use to describe
metallicity shifts at different ages, the longer the SFH-recovery
process (see Section 3.6) takes to explore the available parameter
space. To limit the metallicity variations to a subset of astrophysically
plausible variations, while using few parameters to describe them,
we define two 	[Fe/H] coefficients at the extreme youngest and
oldest ages: 	[Fe/H]1 and 	[Fe/H]2. 	[Fe/H] values for all ages
are then computed as a simple linear interpolation between these
two extremes, with linear age, ti, as the interpolation parameter. In
this way, the value of 	[Fe/H]1 applies to all young populations,
mainly affecting the position of the MS stars, while 	[Fe/H]2 starts
affecting the populations older than a few Gyr, hence mainly affecting
the properties of the subgiants and giants in the CMD. As before, this
simple scheme represents a compromise in which small variations
in our input models are explored, but avoiding changes that would
imply large increases in the usage of computing time and computer
memory.

3.4 Computing PMs with TRILEGAL

For the LMC, we adopt the reference AMR taken from the ‘closed-
box model y = 0.08’ from Carrera et al. (2008), which compares very
well with their age–metallicity data for LMC field stars. The main
characteristics of this AMR is the presence of two main periods of
chemical enrichment, the first one at early epochs exceeding ∼6 Gyr,
the second one at ages younger than 3 Gyr. They are separated by a
period of slower increase in metallicity that corresponds to a period
of reduced cluster and field star formation in the LMC disc (see also
Carrera et al. 2011). In addition to this reference AMR, we assume
that the metallicities have an intrinsic Gaussian dispersion of σ =
0.05 dex at all ages.

As for the stellar models, we adopt the PARSEC tracks v1.2S
(Bressan et al. 2012; Chen et al. 2014, 2015), in the form of the
isochrones provided by default in the CMD web interface version
3.3.4 These models have been used in a series of previous works on the
VISTA and 2MASS (the Two Micron All-Sky Survey; Skrutskie et al.
2006) near-infrared photometry of Magellanic Cloud populations,
generally with good results (e.g. Lebzelter et al. 2018; Rubele et al.
2018; Pastorelli et al. 2019, 2020; Trabucchi et al. 2019, 2021).
Mass-loss between the tip of the RGB and the core-helium burning
phase is taken into account with an efficiency of 0.2 times the
value provided by the Reimers (1975) formula (see Miglio et al.
2012). Since our reference AMR extends to very small metallicities
(reaching [Fe/H] = −3.2 dex at the oldest assumed age of 15 Gyr),
these models also include metal-poor populations rich in horizontal
branch stars. The theoretical models are converted into the VISTA
photometry, in a Vegamag system, via the transformations described
by Chen et al. (2019); for the stars we model in this work, they are
largely based on grids of model atmospheres and synthetic spectra
by Castelli & Kurucz (2003) and Husser et al. (2013).

4http://stev.oapd.inaf.it/cgi-bin/cmd 3.3
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Table 2. Age bins adopted, with their corresponding metallicity interval.

i log (t/yr) 	t [Fe/H]0

(yr) interval (dex)

1 6.6, 6.9 3.96 × 106 −0.19, −0.19
2 6.9, 7.2 7.91 × 106 −0.19, −0.19
3 7.2, 7.5 1.58 × 107 −0.19, −0.19
4 7.5, 7.8 3.15 × 107 −0.19, −0.19
5 7.8, 8.1 6.28 × 107 −0.19, −0.19
6 8.1, 8.4 1.25 × 108 −0.19, −0.19
7 8.4, 8.6 2.50 × 108 −0.19, −0.19
8 8.6, 8.8 2.32 × 108 −0.19, −0.19
9 8.8, 9.0 3.69 × 108 −0.19, −0.19
10 9.0, 9.2 5.85 × 108 −0.19, −0.25
11 9.2, 9.4 9.17 × 108 −0.25, −0.36
12 9.4, 9.6 1.47 × 109 −0.36, −0.49
13 9.6, 9.8 2.33 × 109 −0.49, −0.60
14 9.8, 10.0 3.69 × 109 −0.60, −0.95
15 10.0, 10.1 2.59 × 109 −0.95, −2.07
16 10.1, 10.2 3.26 × 109 −2.07, −3.18

We adopt the canonical initial mass function (IMF) from Kroupa
(2001, their eqs. 1 and 2; see also equation (4.55) of Kroupa et al.
2013). Binaries are considered only in the form of detached systems,
assuming that 30 per cent of the stars drawn from the IMF have a
companion, with a mass ratio between 0.7 and 1. This prescription
suffices to produce a secondary MS parallel to that caused by single
stars, and similar to the one observed in HST photometry of star
clusters (see e.g. Sollima et al. 2007). The IMF is normalized so that
its integral from 0.01 to 250 M�, taking into account both single and
binary systems, produces a total mass of 1 M�.

We create PMs for 16 age bins (see Table 2), at almost-regular
intervals of log (t/yr), but with widths that become narrower for
older populations: bins are 0.3 dex wide starting at log(t/yr) = 6.6,
and becoming 0.2 dex wide after log(t/yr) = 8.4. Moreover, after
log(t/yr) = 10.0 we have two bins 0.1 dex wide, which have
very similar Hess diagrams, but with the oldest age bin having a
much more extended horizontal branch. The reason for adopting
wider age bins at younger ages is essentially to reduce the errors
in the determination of the SFH, as discussed in Kerber et al.
(2009).

3.5 The model likelihood

Summarizing, with these choices, a model is determined by (1) the
region coordinates, which define the foreground model PM0, and (2)
a set of variable parameters that define the LMC populations. The
latter comprise

(i) the coefficients for 16 age bins, ai, representing the mean
SFR(t) in every age interval;

(ii) a global shift in the CMD in both colour and magntiude, (	c,
	m), which is intended to reproduce the shifts caused by reddening
and changes in distance modulus (with respect to the reference values
used to compute PMs), and/or small errors in the photometric zero-
points;

(iii) metallicity shifts 	[Fe/H]1 and 	[Fe/H]2, representing small
changes in mean metallicity at the extreme ages, which affect the
final AMR at all ages.

Given this model, for the model-data comparison we adopt the
following definition of likelihood ratio derived from a Poisson

distribution:

ln L =
∑

k

(
Ok − Mk − Ok ln

Ok

Mk

)
(4)

(Dolphin 2002; Vanhollebeke et al. 2009), where Ok and Mk are the
observed and model star counts, respectively, in all CMD bins of
index k not masked by our selection criteria of Section 3.2. For all
CMD bins in which there is a significant number of observed and
model stars, results are similar to half of the classical χ2 (or Gaussian
likelihood ratio), where the standard deviation is given by the square
root of the observed star counts (see the discussion in Dolphin
2002).

3.6 Finding the best solutions

The search for the maximum-likelihood model is performed in two
steps. The first one is a Nelder–Mead minimization based on the
Press et al. (1992) routine, which quickly adjusts the ai coefficients
while keeping all the other parameters fixed (which is equivalent to
assuming null shifts in metallicity, distance, and reddening). This
approximate solution provides an initial model for a Metropolis–
Hastings MCMC (Metropolis et al. 1953), where all parameters are
allowed to vary. As a rule, the MCMC is performed with 500 walkers
and in 8000 steps, using a new C code (namely trifit; see Dal
Tio et al. submitted) built according to the guidelines from Hogg &
Foreman-Mackey (2018).

Our best-fitting solution is represented by the complete set of
final walkers positions. From these, we determine the median, and
68 per cent and 95 per cent confidence intervals of all parameters.
Appendix C describes the machine-readable tables that are available.
We also produce the mean Hess diagram from the final walkers,
which is then compared to the observed one. Examples of solutions
are provided in the summary plots of Figs 3 and 4.

For a few subregions, we ran much longer MCMCs (up to 100 000
steps), without finding any significant reduction in the final values
of −ln L or changes in the derived parameters. We also tried setting
our initial guesses for ai at different threshold values, in age bins for
which the Nelder–Mead step was indicating null values. In all cases
the MCMCs converged to the same final set of parameters values,
within their 95 per cent confidence intervals. We therefore consider
the minimization process to be robust.

One caveat is worth of mention at this point: looking at the final
distribution of median parameters for all subregions, we notice a
concentration of the (	c, 	m) values on a grid with an approximate
spacing of 0.04 mag × 0.04 mag, for both the J Ks and Y Ks data
sets. Also, the final walkers for every subregion concentrate on
a similar grid, but sometimes with sub-concentrations appearing
with a different spacing (as small as ∼0.02 mag). This ‘grid
effect’ probably results from the adoption of bilinear interpolations
to estimate models at intermediate values of (	c, 	m). These
interpolations are extremely quick to compute and produce the
continuous variation of the ln L values that is required by the MCMC
code, but introduce discontinuities in the derivatives of ln L at the
borders of the grid cells. They also produce ‘saddles’ in the ln L
values near the central spots of the grid, hence creating regions in
(	c, 	m) space where the solutions can accumulate. Eliminating this
effect implies either adopting a finer grid of models, or alternative
interpolation algorithms, in both cases with a significant cost in terms
of computing time. For the moment, we simply prefer to accept these
errors, considering them as systematic errors in the derivation of our
extinction and distance values (see Sections 4.4 and 4.5).
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252 A. Mazzi et al.

Figure 3. Summary plots presenting the results of fitting the J Ks and Y Ks data (top and bottom rows, respectively) of subregion T32 G5. The three panels
from left to centre show the Hess diagrams of the data, of the mean MCMC solution, and finally the residual between the first two panels, in units of σ . Note that
the models are computed only for the CMD area inside the orange line, which takes into consideration our colour–magnitude cuts and the adopted threshold in
completeness. Moreover, the ‘mean model’ is represented in an idealized way, with individual stars being randomly simulated in regions of low density, so that it
can be plotted in the same way as the actual observations; the actual mean model instead is a Hess diagram containing ample areas with lower-than-unity values.
The rightmost panels show the results in terms of the fitted parameters, and the astrophysical quantities they represent. These results include the SFH, which is
made of (1) the SFR(t) in units of M�yr−1 plus (2) the [Fe/H] differences with respect to our reference values, for which we plot the median values (dark lines),
and their 68 per cent and 95 per cent confidence intervals (grey and light-grey areas, respectively). Finally, the results include (3) the colour–magnitude shifts
with respect to the reference initial value, which are shown in the rightmost panel, with median value (dot) plus 68 per cent and 95 per cent confidence intervals
(grey box and light-grey error bars, respectively).

4 RESULTS FOR ALL SUBREGIONS

4.1 The SFH maps

Examples of our solutions, derived independently from the J Ks and
Y Ks data sets, are provided in Figs 3 and 4. Comparing the different
cases one immediately notices that the SFHs derived from J Ks and
Y Ks are qualitatively (if not quantitatively) very similar, except for
very young ages (log(t/yr) < 7.2).

For most of the subregions, the mean model solutions are re-
markably similar to the real data in the Hess diagrams. But looking
at the map of residuals, some discrepancies appear concentrated
in small CMD regions, for instance around the RC. Moreover, the
models tend to present the LMC features slightly sharper than in the
data, whereas the model MW features sometimes are more spread
in colour than the data (especially in Y − Ks). Actually, we find that
many of these discrepancies could disappear from our sight if we
were to plot the data with colour–magnitude bins twice as large as
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SFH of LMC from VMC 253

Figure 4. The same as Fig. 3, but for the T86 G5 subregion.

their present size, or if we were to plot the single model with the
maximum likelihood instead of the mean model derived from all
final walkers. These discrepancies could be attributed to a series of
problems, going from deficiencies in stellar models to the imperfect
simulation of astrophysical effects (e.g. a possible intrinsic dispersion
in extinction and distance) and observational effects (e.g. possible
inaccuracies in the zero-points, insufficient ASTs, etc.). Investigating
these possibilities would be very demanding both computationally
and in terms of the effort required to properly assess the effects of
each one.

Let us now take a look at the whole picture obtained combining all
the solutions, that is, at the SFH maps of Figs 5 and B1, which present
the spatial distribution of the inferred SFR(t) at all age intervals. A
few features are immediately evident in these plots:

(i) The patchy distribution of SFR(t) for all ages younger than
about 63 Myr (first row in the figures). At these ages, the SFR(t)
strongly varies from subregion to subregion, and the only large-scale
feature is the concentration in a central disc of diameter ∼7 deg.

(ii) At older ages, the SFR(t) is more smoothly distributed, and
becomes more extended as age increases. A notable aspect of these
maps is that the SFR(t) is concentrated on the LMC bar, and in (at
least) three well-defined spiral arms clearly visible, for example, in
the age bin 8, two to the north of the bar and one to the south of
it. These configurations persist until ages of at least 1.6 Gyr – but
with the spiral arms becoming progressively less prominent with
increasing age.

(iii) For even older ages, the central bar becomes less and less
defined, until the SFR(t) maps eventually reveals a wide, nearly
spheroidal structure distributed over a diameter exceeding 10 deg,
for ages older than ∼1.6 Gyr. A clear problem then appears,
starting at about the same ages: the maps present a number of
holes, corresponding to either isolated subregions, or to groups of
neighbouring subregions, where the median SFR(t) falls to values
close to null. These are either subregions where the old SFR(t)
presents very large errors (in practice, we are deriving just an upper
limit to the SFR(t)), or where the SFH-determination method fails
to find astrophysically reasonable solutions. The subregions affected
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Figure 5. SFR(t) maps from derived the J Ks data. The 16 panels present the median value of the SFR(t) in units of M�yr−1 divided by the effective area of
every subregion, for all our age bins. The colour scale is the same in all panels.
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Figure 5 - continued.

are often associated with large amounts of differential extinction (see
Section 4.4) and/or extreme crowding.

It is probably no coincidence that the latter problem starts at
the 1.6 Gyr ages in which the RGB and RC develop in stellar
populations. Starting at that age, the information about the SFR(t)
comes less and less from the dimming turn-off and subgiant branch,
and more and more from the RGB and RC regions of the CMD.
The RGB and RC are notorious for being very concentrated in the
CMD and even more so in NIR CMDs. It is enough to have these
two features blurred by differential extinction to lose much of the
age information they contain. Interestingly, the SFR(t) for age bin
number 15 appears remarkably smooth in these maps; it is associated
with old populations with a short horizontal branch, which do not
concentrate in the CMD as much as the RC.

Can we tell in advance, just looking at the final likelihood of the fit,
what are the subregions for which the old SFR(t) is unreliable? This
is not so easy. However, the maps of likelihood, presented in Fig. 6,
do indicate several regions of higher-than-average −ln L, and many
of them (but not all) coincide with holes in the old-SFR(t) maps.

Another aspect to consider is that the holes in the SFR(t) maps at
certain ages are, at least partially, compensated by a higher SFR(t)
at neighbouring age intervals. This is because the fitting algorithm
will always try to produce RGB and RC stars in appropriate numbers
to fit the CMD. Whenever the extinction is moderate, the stars more
suitable to produce these appropriate numbers will likely be found in
nearby age intervals – but not at age intervals with <1.5 Gyr, which
have dramatically different CMD features.

These problems could probably be solved by using additional data
– for instance detailed maps of internal reddening, or CMDs from
optical data being analysed simultaneously with the VMC data – in

the CMD-fitting method. Such options will be explored in subsequent
papers.

4.2 Consistency checks on the SFR(t)

As a consistency check, we compare our maps with the distribution
of stars expected to be contained into small age intervals. The first
case is offered by RR Lyrae, which were formed � 10 Gyr ago, and
preferably at low metallicities. Fig. 7 compares the mean SFR(t)
for ages >10 Gyr as obtained from the J Ks data (see the two last
panels of Fig. 5), with the absolute number of RR Lyrae in each
subregion from the catalogue by Cusano et al. (2021). Additional
plots regarding the spatial distribution of the RR Lyrae, and the
SFR(t) derived from Y Ks, are presented in Fig. B2. It is evident
that the spatial scale of the RR Lyrae and old SFR(t) distributions
are very similar. The mean proportionality constant between these
quantities is of 1.58 × 105 and 1.45 × 105 RR Lyrae M�−1yr for
the Y Ks and the J Ks maps, respectively. Of course, this relation
is influenced by a few of the central subregions, which have high
but potentially incomplete numbers of RR Lyrae, and whose SFR(t)
estimates are more affected by crowding and differential reddening.
It is also evident that the points in the diagram are more spread than
expected from the formal error bars. Overall, this plot is reassuring
(because there is a clear correlation), but also indicates that there is
space for improvement in the determination of the old SFR(t).

Fig. 8 presents the same kind of comparison for the classical
Cepheids from the catalogue by Ripepi et al. (in preparation).
Their distribution is compared to the SFR(t) at the sixth age bin,
corresponding to ages between 126 and 251 Myr. This is the age
interval at which the blue extremity of the ‘blue loop’ of core-helium
burning stars transits from the red to the blue of the instability strip,

MNRAS 508, 245–266 (2021)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article/508/1/245/6355454 by Belgian R
oyal O

bservatory user on 27 Septem
ber 2021


